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Conclusion
• SML in conjunction with PT yields better mixing of underlying chain.

• Better mixing translates to faster convergence.

• Tempering affords a higher reliability and increased robustness to
choice of learning rate and number of unsupervised training epochs.

• Future work: automate selection of temperature profile.
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MNIST Results
Indirect Sampling Likelihood (ISL)
1. train RBM with Dtrain

2. generate n′ samples to form Ds

3. measure `(Dtest, p̂σ,Ds
): average log probability of Dtest under a non-

parametric Parzen Windows density estimator p̂σ,Ds
trained with Ds

Table 1: ISL Score obtained with 1 Gibbs step, 50 chains for SML-PT,
nh = 500, mini-batch of size 100, |Ds| = 2|Dtest| = 2|Dtrain| = 20k.
Reference measure is `(Dtest, p̂σ,Dtrain

) = 239.88± 2.30.

Sampling procedure
Training procedure PT GIBBS (RANDOM) GIBBS (TEST)

SML-PT 208.26 210.72 209.83
FPCD 180.41 174.87 175.92
SML 80.06 127.95 139.36
CD -1978.67 -854.08 37.18
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Toy Dataset Results (ctd.)

η
η
η
η

(left) Optimizing learning rate based on likelihood at 500, 000 updates:

•Algorithm with poor mixing settle on smaller learning rate of η = 10−4.

• SML-PT has much faster convergence with η = 10−3.

•With more updates, SML should theoretically converge to optimal value.

• Poor FPCD is somewhat surprising: linked to spurious modes ?

(right) CD appears slightly more robust than SML regarding choice of p.

We now fix the allocated computation time to 1 hour and investigate
which is better: more Gibbs steps or more parallel chains ?

• Increasing number of Gibbs steps is initially advantageous, but gain in
statistical performance is eventually offset by a high computational cost.

• Tempering requires only four chains to achieve good performance.
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Toy Dataset Results
We measure exact-likelihood for SML and SML-PT, as a function of p:

Results for SML (k = 10), SML-PT (10 chains), nh = 10, η = 10−3.

• p = 0.1: mixing is trivial, both methods perform equally well.

• p ∈ {0.01, 0.001}: with distant modes, mixing becomes crucial.

– both methods exhibit similar convergence early-on.
– mixing degrades with learning, causing SML to diverge.
– SML-PT method is inherently more robust, since high temperature

chains are less affected by the problem of reduced ergodicity.
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Toy Dataset Experiment
To compute exact-likelihood, we use a toy dataset of 4x4 binary images:

• four basic modes, chosen to be maximally distant from one another.

• for each mode, we sample 2, 500 points by considering a probability
p of permuting each pixel independently.

• for a Gibbs sampler, p controls the distance between each mode.

Experiment is as follows:

• 500, 000 updates, nh ∈ {2, 5, 10}, η ∈ {10−2, 10−3, 10−4, 10−5}.
• constant and decreasing learning rates schedules (linear and 1/t).

• similar computation time between algorithms.

– SML-PT: number of parallel chains in {2, 5, 10}, βmin = 0, single
Gibbs step between gradient updates.

– CD, SML, FPCD: {2, 5, 10} Gibbs steps between updates.
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SML-PT

(a) epoch 5 of 10 (b) epoch 10 of 10

Figure 4: Samples generated using parallel tempering. SML-PT is ro-
bust to problems of reduced ergodicity which plague SML [7], and
maintains exceptionally good mixing.
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Fast PCD (FPCD)

(a) Spurious Samples (b) Fast Mixing

Figure 3: FPCD draws samples from a perturbed model. It can result in
spurious samples, which represent the paths taken when jumping from
one mode to another.
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SML / PCD

(a) epoch 5 of 10 (b) epoch 10 of 10

Figure 2: Samples generated during and after SML training. (a) Mixing
is good early on in training but (b) degrades as parameters increase in
magnitude and when not fueled by the fast weight effect. (a row repre-
sents a single Markov chain, samples are taken every 50 Gibbs steps).
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Contrastive Divergence

(a) (b)
Figure 1: (a) Samples obtained with CD, initializing chain from (top)
random and (bottom) test data. (b) Cross-temperature state swaps,
when sampling with parallel tempering. Each particle has a color (y-
axis=time, x-axis=temperature).
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SML with Parallel Tempering (SML-PT)
• Create an extended system by introducing a temperature parameter ti.

pti(x) =
exp(−E(x)/ti)

Z(ti)
with t0 = 1 < · · · < ti = 1/βi < · · · < tT .

•High temperatures smooth the distribution, leading to better mixing.

• Cross-temperature state swaps are proposed with prob. min(1, r) [2]:

r =
ptk(xk+1)ptk+1

(xk)

ptk(xk)ptk+1
(xk+1)

= exp((βk − βk+1) · (E(xk)− E(xk+1))).

•Algorithm: (1) perform k-steps of Gibbs sampling (2) propose swaps
betweenly randomly selected neighboring chains (3) use x0 to per-
form update of Eq. 1 (4) repeat.
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Approximating Log-Likelihood
Gradients

Stochastic updates for training example v(i) are of the form:

θ ← θ + η
(
φ(v(i),h(i))− φ(ṽ, h̃)

)
, (1)

with learning rate η, h(i) ∼ p(h|v = v(i)) and h̃ ∼ p(h|v = ṽ).
How is ṽ obtained ?

• Contrastive Divergence (CD) [1]: initialize Markov chain with ṽ0 =
v(i). Perform k steps of Gibbs sampling to obtain ṽ = ṽk.

• SML or Persistent CD (PCD) [5]: given state ṽt of Markov chain,
perform k steps of Gibbs sampling to obtain ṽ = ṽt+k.

• Fast PCD (FPCD) [6]: similar to SML. Positive phase uses weight
matrix W while negative phase uses weight matrix W + V . V is
updated according to Eq. 1, but uses a larger (”faster”) learning rate
with a strong L2 penalty.
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Background
We consider log linear models parameterized by θ
with energy function E(x), such that:

p(x) =
1

Z(θ)
exp(−E(x)), with

E(x) = −
∑
k

θkφk(x) and Z(θ) =
∑
x

exp(−E(x)).

With θ = {W,b, c} and φ(v,h) = (hvT ,h,v), we obtain the energy
formulation of the Restricted Boltzmann Machine (RBM):

E(v,h) = −(hTWv + hTb + vTc).

The maximum likelihood gradient is given by:

∂ log p(v)

∂θ
= −

∑
h

p(h|v)
∂E(v,h)

∂θ
+

∑
x

p(x)
∂E(x)

∂θ
.
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Abstract
•Gibbs sampling is not well suited for multi-modal distributions.

• This can adversely affect RBM training when using Contrastive Di-
vergence and Stochastic Maximum Likelihood (SML or PCD).

• Poor mixing can lead to instabilities which prevent the model from
learning a good representation of the data.

• Parallel tempering in the negative phase yields faster convergence
and improved stability even with highly separated modes.
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